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Proposed Title of the research: 
Large-Scale and Trustworthy Multimodal Foundation Models

Keywords: (5)
Multimodal foundation models, trustworthy AI, hallucination mitigation, large-scale training, safe generation

Research objectives: -- (max 10 rows)
Large-scale multimodal Foundation Models have unlocked unprecedented capabilities in language understanding, image and video comprehension, and cross-modal reasoning. Yet they remain unreliable, prone to hallucination, opaque in decision-making, and expensive to train responsibly. This research addresses these challenges within the scientific framework of the ELLIOT European project, along three axes: (a) novel multimodal architectures natively integrating visual, textual, and structured knowledge modalities, supporting scalable training on European HPC infrastructure; (b) Retrieval-Augmented Generation (RAG) mechanisms grounding outputs in verifiable external knowledge bases, enabling explainability-by-design; (c) trustworthiness techniques to control and audit model outputs, reduce unsafe or biased generation, and ensure alignment with human values, in line with the AI safety objectives of ELIAS and ELSA. Two complementary positions are opened: one focused on scalable training and architecture, one on safety and alignment.

Proposed research activity -- (max 10 rows)
The candidates will design, train, and evaluate open-weights multimodal models, developing novel components for cross-modal fusion, knowledge retrieval, and output verification. Training will exploit CINECA (LEONARDO supercomputer) and the IT4LIA AI Factory, enabling experiments at scale otherwise inaccessible. Trustworthiness research will target hallucination detection and suppression, post-hoc and intrinsic explainability, and alignment with EU AI Act requirements. Evaluation will cover standard benchmarks and societal domains such as cultural heritage, medical imaging, and human-robot interaction. The research contributes to ELLIOT (primary funder and consortium), with scientific support from ELIAS, ELSA, the ELLE MSCA Doctoral Network, and MINERVA. Dissemination will target CVPR, ICCV, ECCV, NeurIPS, ICLR, and AI safety venues.

These two positions are partially funded by the ELLIOT European project.

Supporting research projects (and Department): Research will be carried out in the AImageLab laboratory (aimagelab.unimore.it) in the Department of Engineering “Enzo Ferrari” (DIEF) at the University of Modena and Reggio Emilia (UNIMORE), using the local GPU infrastructure and supercomputers hosted at CINECA, the Italian Supercomputing Centre, through active HPC allocations (ISCRA B and EuroHPC). The IT4LIA AI Factory further supports access to industrial-grade training infrastructure within the national AI strategy. ELLIOT provides the primary consortium and shared training infrastructure across 27 European partners. ELIAS and ELSA contribute the safety and governance dimensions; the ELLE MSCA Doctoral Network supports researcher mobility; MINERVA contributes evaluation and benchmarking.

Possible connections with research groups, companies, universities.
Connections will be (some of them are already established)
- University of Trento – Prof. Niculae Sebe, Prof. Elisa Ricci (multimodal learning, video understanding)
- CNR-ISTI Pisa – Dr. Fabrizio Falchi, Dr. Fabio Carrara (large-scale retrieval, vector search)
- CINECA – national HPC infrastructure through ISCRA B and EuroHPC allocations
- IT4LIA AI Factory – Italian AI infrastructure network
- Computer Vision Center (CVC), Universitat Autònoma de Barcelona – Prof. Dimòsthenis Karatzas
- ELLIS network – European Laboratory for Learning and Intelligent Systems
- Partners of the ELLIOT European project (27-partner network).
- Partners of the ELIAS, ELSA, ELLE MSCA, and MINERVA European projects.

 (*) optional
(**) optional/to be completed on the second year 
